ALT/FNDATA ACADEMY - PROBLEM SET
Problem set 6: FinTech and data products

Module 6. Total: 100 points. Format: no-code sandbox for Problems 1 and 5; Problems 2 through 4 use the
production API with a shared class API key from your instructor.

Before you start

This problem set treats ALT/FNDATA itself as the subject: a data company that turns raw auction and resale
transactions into a queryable product across three access surfaces (sandbox, documentation, and a
production REST API). You are asked to think both as a user of the product and as a person designing one.

Problem 1 (15 points): The product ladder

ALT/FNDATA offers a free, self-registered, no-code sandbox, a documentation site with tutorials and a Python
client, and a production API that requires a manually issued key. In four to five sentences, explain why a data
company might deliberately design its product this way, a free and instantly accessible tier for exploration,
alongside a metered, manually gated tier for production use, rather than putting everything behind a single
paywall or a single free tier.

Problem 2 (20 points): Discovery as a product feature

Before writing any query against the production API, a developer can call GET /v1/tables to list available
tables, and GET /vl/tables/{name}/schema to see the fields on a specific table. In three to four sentences,
explain why building discovery endpoints like these into an API is good product design, and what a new
developer would be able to do with the response from GET /vl/tables/all_watches_data/schema that they
could not easily do without it.

Problem 3 (20 points): Designing a filtered query

The API's query endpoint accepts a filters array, where each filter is an object with a field, an operator (op),
and a value. Documented operators include eq, like, in, gt, gte, It, Ite, and is_null, among eleven total. Write
one JSON request body for POST /v1/tables/{name}/query that uses at least four different operators across its
filters array, querying any category and combination of documented fields you choose (designer, model,
item_title, sale_date, usd_price_decimal, sale_estimates_high_usd_price, status, vendor, stock_ticker). For
each operator you use, add a one line comment explaining what it filters for.

POST /v1/tabl es/ <tabl e_nanme>/ query
Header: X-API-Key: <class key>
Body:

{

}

Problem 4 (20 points): Pagination and product limits

The API's response envelope is {"table": ..., "result_count": ..., "data": [...]}, where result_count reflects only
the rows on the current page (up to roughly 1000), not the total number of matching rows across the whole
query.

a. In two to three sentences, explain why a developer who wants every matching row must paginate using the
offset parameter, and describe the loop logic they would use to know when to stop. b. In three to four



sentences, propose, as a product design exercise, one reasonable way ALT/FNDATA could meter or
rate-limit usage per APl key in a production setting, and explain briefly why a data company would want to do
this at all.

Problem 5 (25 points): A one page product brief

Write a one page product brief, roughly 250 to 350 words, for a hypothetical new feature built on top of
ALT/FNDATA's existing tables and fields (do not invent new fields or new source data). Your brief must
include: a named target user (for example a wealth manager, a resale platform, or a journalist), the specific
tables and documented fields the feature would query, a short description of how it would call the sandbox or
the API to produce its output, and one limitation you would disclose to users of the feature (for example the
recency caveat on any time-bucketed metric, since ingestion of the newest quarters lags behind the sale
date). Do not reference the Al natural language search feature, since it is still in development and is not part of
the current product.

Submission. Turn in this file with your written answers and JSON body filled in.



